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BLURB: By 2012 Utility Computing will be commonplace and you will purchase your IT services in the same way that you currently buy your electricity: flip the switch and receive an itemised bill at the end of the month. Malcolm Stone investigates the theory behind ‘pay-as-you-go’ IT services and the implications for South African business.

By Malcolm Stone

It’s an extremely appealing idea: imagine being able to purchase all the computing power and services your business needs in the same way you currently pay for your electricity or water. You could simply plug in, flip the switch and wait for an itemised bill based on your exact usage at the end of the month.

Now imagine being freed from the need for that bewildering maze of expensive computers and data storage devices at the heart of your network. Imagine not having to purchase those woefully underused machines that sit dormant most of the time or those costly software licenses bought for applications that are rarely employed.
Could this be anything more than a pipedream? Could those racks of blinking servers be replaced with a plug that connects your organisation to unlimited processing power and all the latest software? Could computing power become another ‘pay-as-you-go’ utility like water or electricity?
It might sound more science fiction than fact, but this concept, called various names including utility, agile or on-demand computing, is very real and many experts believe that it is the logical outcome of the current wave of convergence sweeping through the IT industry as a whole.
Utility computing makes sense as a response to an economic environment characterised by low rates of growth and continuous drives to improve efficiency. A recent report by analyst firm Saugatuck Technology entitled “Pay As You Go IT Services” suggests that organisations often sit with up to a 50 percent surplus of IT capacity; an overhead that utility computing promises to either remove or put back to work.
Even so, perhaps the most compelling reason why this advance is inevitable is simply because if you could pay for only the computing power you use, why would you want it any other way?
What is utility computing?

Defining utility computing can appear a difficult task at first glance, largely because the IT industry marketing departments have again switched on their hyperbole drives and tried to stretch the concept over as many of their current products and services as possible. Hidden underneath the hype and confusion though, the concept remains very simple: you only pay for the computing resources you need when you use them, when they’re turned off, you don’t pay a cent.

Common misconceptions

The idea of creating dynamic, advanced computing infrastructures that can meet your entire organisation’s needs instantaneously and at a per-use cost is an attractive one and the major IT companies know it. Nearly every one of them is promoting their own version, each under a different name and working in a different way, so it is perhaps unsurprising that several misconceptions have cropped up.

One of the most common fallacies is to confuse utility computing with outsourcing. Handing over your entire data centre to an independent company and paying it to run your applications on its machines is not utility computing unless the arrangement is based on per-use payment terms.

Similarly, the concept often gets confused with another industry buzzword, ‘virtualisation’. This term refers to the act of consolidating server power and storage space into shared pools. The main benefit of this process should be a reduction in the amount of hardware required to deliver existing performance and redundancy capacities. The misconception usually arises because this process is one of the initial steps towards utility computing: the absorption of the departmental machines scattered throughout the organisation into a central cluster. Users may not know what machine is running their database query or which disk is storing their reports, but unless they are being billed per transaction or minute, it is not really utility computing.

An uneasy rise to prominence
The concept of utility computing came to prominence during the late 1990s as part of the Application Service Provider (ASP) movement. The idea behind the ASP movement was that independent companies would take over the provisioning of corporate computing tasks from remote data centres. These centres would then charge a monthly fee for accessing their pools of computing power over the internet.

The idea didn’t take off because organisations weren’t comfortable with the thought of releasing immediate control over crucial systems and operations, the tools for managing such data centres weren’t available, and the delivery mechanism of the internet wasn’t quite ready. Conditions have changed since then though, and the efficiencies inherent in the model seem advantages corporate customers are very interested in buying.

While the reality of industrial-strength computing systems housed in secure, sophisticated remote data centres and delivering computing power on per-usage payment terms to the majority of businesses is still some years away, it is the emerging vision of how we get there from here that is starting to come into focus and galvanise the business community.
Often cited as a milestone on the utility computing road map, the $4 billion, seven-year contract signed between IBM and American Express in 2002 has taken outsourcing a step closer to utility computing. IBM’s global services unit started assuming management of nearly all of American Express’ IT operations in exchange for a monthly fee based on the number of computers used, and both companies have stated the intention to get to a situation where the fee will be based on the actual computing power used.

Barriers to adoption
It won't be an easy place to get to, but the potential payoff is compelling. Most experts agree there is plenty to be done to make computing less complex and more efficient. On the typical corporate networks of today, an employee places a request with an application or departmental server. The server processes the request and returns an answer, then moves on to the next request and repeats the process. If there are no other requests in the queue, the machine sits quietly and acts as an extremely expensive radiator. Some market research suggests that the use of such machines may be on average as little as 20%.
Utility computing seeks to remove this inefficiency and waste by consolidating or pooling the computing power available on the corporate network. So when the employee makes the request, the software managing the network handles the request itself and determines the optimal use of available resources, while tracking exact usage for billing purposes. However, managing and monitoring corporate computing systems with such sophistication and flexibility requires software that is still in its infancy and that is one of the main factors inhibiting the broad adoption of utility computing today.
Another obstruction to utility computing is the lack of applicable software licensing models. Software retailers sell their products on either a per-CPU or per-seat basis, regardless of how little an individual license is used, and are reluctant to move to models that charge per-use because they would no longer be able to ‘book’ projected future revenue. Utility computing would also make it far easier for companies to switch between retailers, encouraging competition and reducing margins.
Moreover, there is still the big question of determining exactly what those per-use units should be. Companies and utility contractors need to have an accurate idea of how the IT assets relate to each other before they can institute per-transaction pricing models and these relationships can be very complex. One business process might require data culled from multiple applications running in different locations, for example.

Even though reducing complexity is turning out to be a seriously complex process in itself and may well take the rest of this decade to resolve, utility will arrive. The hardware manufacturers are already laying the groundwork and creating intelligent devices that can dedicate more resources to themselves on the fly, and companies are pushing for software models that match this hardware.
Steps to take
The fact that fully functional utility computing is still some eight years away doesn’t mean that companies are wise to ignore its advance or shelve their plans. The companies that can make the transition the quickest and most efficiently are the ones that are going to gain real competitive advantage.

And organisations that turn and face this wave of innovation won’t have to rip out of existing systems and technology, but can find inexpensive ways to incrementally add components to existing set-ups. There are plenty of opportunities to start merging data centre resources and begin harvesting the rewards of improved infrastructure management and reduced complexity right now. You need to choose wisely, but consolidation and hosted services are two strategic moves to consider.

Equipment consolidation allows companies to decrease the number of physical servers they maintain by combining applications into fewer, larger multi-processor servers, or merge their storage into pools that can be managed from one interface. Hosted Services further this approach and take the servers out of your hands completely.
It may also be prudent to start consolidating applications since many companies suffer from multiple directories, data repositories and rogue servers. The best approach is to start by keeping things small and manageable. Perhaps migrating the applications used by a specific portion of the employee population, the sales force for example, from individual servers to a shared, standardised infrastructure. The new environment can then be pared down to the minimal set of priorities and policies required.
Cultural change
For many companies utility computing will arrive disguised as virtualisation or consolidation, but if it is to take root in the organisation the cultural challenges might prove trickier to surmount than the technical ones. The very essence of utility computing requires a relinquishing, centralising and sharing of resources that many companies won’t be familiar with.
CEOs and other top-level executives are likely to have to step in and act as intermediaries between their IT departments and business unit managers. In one instance, the IT department might be irritated because the business unit managers are requesting utility services rather than traditional IT assistance and view the change as unnecessary risk. In another, the business unit managers might be against having their departmental servers absorbed into a central pool of resources controlled by IT and outsourced to service providers.
There may still be a long way to go before IBM Chief Executive Sam Palmisano’s vision - that since technology is as essential for customers as running water or electricity, it ought to be used and billed like a utility - becomes a day-to-day reality for most of us, but the bottom line in business is, naturally, money and the lure of the massive efficiency gains and cost savings promised by utility computing suggests that day might arrive sooner than any of us imagine.
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